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p(1) ℓ(p(1), y)
÷T1 g1 ≥ τ ?

p(2) ℓ(p(2), y)
÷T2 g2 ≥ τ ?

p(3) ℓ(p(3), y)
÷T3 g3 ≥ τ ?

p(4) ℓ(p(4), y)
÷T4 exit

flips

training:  ℒ = (1/R) ∑t ℓ(p(t), y),  T = 1

shared training only inference only (b) Inference: stopper after step k

p(k−1) p(k)

gk = σ(wk · fk)
fk: margin, KL, … ≥ τ

exit

else step k+1

fitted after training, without labels:
target 𝟙[argmax p(k) = argmax p(R)],  τ: ≥ 98% agree

(c) Inference: depth of one request
step 1 step 2 step 3 step 4

state as deep as q2

q1 exit exit at 1

q2 exit flip at 3

q3 exit exit at 2

cost = steps the state runs / R = 3/4


